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SPECIFICATION COMPARISON

Product Name A100-SXM4 A100-PCle
... ... PeakFP&& . 97TE . 9ITE
...... Peak FPé4 Tensor Core .~~~ A95TF ... .. N9S5TF
.............. PeakFP32 . . .  N9STF ... ... 095TF .
...... Peak TF32 Tensor Core 156 TFI312TF* 186TFI312TF*
.. Peak BFLOAT16 Tensor Core = 12TF | 624TF* ... .. N2TF|624TF*
...... Peak FP16 Tensor Core ~  312TFlé24TF*  312TFl624TF* =
...... Peak INT8 Tensor Core ~~ 624TOPS|1,2487TOPS* ~ 624TOPS|1,248 TOPS*
............. GPUMemory . 80GBHBM2e 80GBHBM2e
.....GPUMemory Bandwidth . 20396B/s ... ... ..., 1,9356B/s . . . ..

NVIDIA NVLink 600 GB/s** NVIDIA NVLink 600 GB/s**

............. e ... PCleGeni84GB/s  PCleGenk64GB/s

Up to 7MIGs Up to 7MIGs
........ e e ... mW0BB_ . RIGB
............. FormFactor . . . . . SXM& . ................FCle ...

Max TDP Power 400W 300w

* With sparsity %% SXM GPUs via HGX A100 server boards, PCle GPUs via NVLink Bridge for up to 2-GPUs
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A100 40GB vs A100 80GB Benchmark
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BERT-Large Inference | CPU only: Dual Xeon Gold 6240
@ 2.60 GHz, precision = FP32, batch size = 128 |
V100: NVIDIA TensorRT™ (TRT) 7.2, precision = INT8,
batch size = 256 | A100 40GB and 80GB,

batch size = 256, precision = INT8 with sparsity.
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Sequences Per Second - Relative Performance

MLPerf 0.7 RNN-T measured with (1/7) MIG slices.
Framework: TensorRT 7.2, dataset = LibriSpeech,
precision = FP16.
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Throughput - Relative Performance

Geometric mean of application speedups vs. P100:
Benchmark application: Amber [PME-Cellulose_NVE],
Chroma [szscl21_24_128], GROMACS [ADH Dodec],
MILC [Apex Medium], NAMD [stmv_nve_cuda], PyTorch
(BERT-Large Fine Tuner], Quantum Espresso [AUSURF
112-jR]; Random Forest FP32 [make_blobs (160000

x 64 : 10)], TensorFlow [ResNet-50], VASP 6 [Si Huge] |
GPU node with dual-socket CPUs with 4x NVIDIA P100,
V100, or A100 GPUs.
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